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Backlash over backplane implementations
Critical to achieving the technical grail of system architecture, the data fabric interconnect 
employed stands at the center of the design, both logically and physically, and thereby 
defines much of the possibilities and limitations of the platform as a whole. The desire 
to achieve a standardized interconnect spurred the creation of a number of bus standards, 
including PCI Express, InfiniBand, RapidIO, and Advanced Switching Interconnect (ASI). 
Ironically, the adoption of these competing fabric technologies has prevented the benefits 
of a COTS platform from being realized, as depicted in Figure 1.
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Development of these backplane imple-
mentations partly came in response to the 
perceived shortcomings of a technology 
that has already achieved ubiquity, the 
critical mass of market presence for which 
others strive. Since its standardization by 
the Institute of Electrical and Electronics 
Engineers (IEEE) in 1983, Ethernet has 
become the world’s most widely used 
networking technology. It is estimated 
that more than 95 percent of the world’s 
data travels over Ethernet at some point, 
and that more than 85 percent of the 
world’s LANs are Ethernet-based. In fact, 
Ethernet’s market presence continues to 
expand as it moves into WAN, MAN, First 
Mile, and wireless networks. 

So the arguments against using switched 
Ethernet in the backplane have not been 
commercial in nature, but instead have 
been technical, such as complaints that 
Ethernet has too high a latency, lacks 
advanced congestion control, and suffers 
from packet processing inefficiency in 
relation to other proposed standards. 
And while those standards have achieved 
many of their technical goals, none have 
achieved the level of market success or 
ecosystem robustness required. They 
remain vulnerable to a shortage of Figure 1
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component suppliers and the associated 
possibility of monopoly pricing, thus in-
hibiting the attractiveness of subsystem 
outsourcing by equipment vendors.

Ethernet technology rises to 
the challenge
While other interconnect standards have 
been vying for sustainable market share, 
Ethernet has been doing what it has 
always done best – adapting and scal-
ing to the needs of a new application. 
That Ethernet advances so rapidly into 
new areas is a direct result of the fact 
that it is so ubiquitous. Its success has 
become in a real way a self-sustaining 
phenomenon. Ethernet’s prevalent use 
has led to widespread understanding and 
technical know-how, which in turn has 
led to the creation of an active ecosystem 
of engineers, manufacturers, and users 
with the desire and means of continually 
extending the functionality of Ethernet-
based communications.

In the case of bringing switched Ethernet 
to the backplane several industry efforts 
have been advanced in recent years, nota-
bly the PICMG 3.1 standard and IEEE’s 
802.3ap and 802.3ar initiatives, which 
are removing the technical roadblocks 
to Ethernet’s adoption and making it the 
leading choice for interconnects today. 

Ratified in March 2003, PICMG 3.1 has 
added to the AdvancedTCA standard the 
capability of supporting physical (Layer 1) 
and data link (Layer 2) Ethernet layers 
over the generic PICMG 3.0 data fabric 
interconnect. PICMG 3.1 has defined all 
the necessary elements for interoperability 
between multivendor PICMG 3.1 pro-
ducts, including bit rates, negotiation, 
physical and logical address mapping, 
backplane topologies, fabric-specific sys- 
tem management, fault detection, and 
redundant/multifabric options. In extend-
ing the basic PICMG 3.0 specification, 
PICMG 3.1 has paved the road for broad 
adoption of Ethernet in the backplane, 
allowing network equipment vendors to 
unlock all the potential benefits that 
come with access to the existing Ethernet 
ecosystem, illustrated in Figure 2.

On the heels of PICMG integrating 
Ethernet into AdvancedTCA, two IEEE 
efforts are underway to address outstand-
ing performance issues. The 802.3ap 
Ethernet-Over-Backplane (EOB) Task 
Force is standardizing Ethernet’s back-
plane signaling and autonegotiation 
capability, thereby allowing for the 
coexistence and compatibility of XAUI-
style (10 Gigabit) Ethernet devices with 
Gigabit Ethernet (GbE) devices. The 
802.3ar Congestion Management Task 

Only Ethernet has cultivated an ecosystem 
sufficient to meet the requirements of a truly 
universal backplane for the mainstream market.

Figure 2
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Force, as well as the 802.1, are defin-
ing new advances in Ethernet congestion 
management, addressing the latency and 
fairness issues that have traditionally stood 
as potential barriers to the widespread use 
of Ethernet as a universal interconnect.

Other efforts within the community 
continue to drive Ethernet interconnect 
technology forward. Breakthroughs in 
10 Gigabit Ethernet switch chip design 
and fabrication, for example, have reduced 
total device latency to 200 ns, a tenfold 
improvement over previous-generation 
Ethernet data fabrics. The development 
of hardware-based TCP offload Engines 
(ToE), protocol processors that accelerate 
all TCP operations and offload them from 
the system processor, has also lowered 
endpoint latency to only a few micro-
seconds, as shown in Figure 3.

Still other developers and component 
vendors are providing support for ad-
vanced network interface controllers 
for different types of packet, DSP, and 
network processors, as well as higher 
layer protocols such as Remote Direct 
Memory Access (RDMA), iSCSI, TCP/IP, 
and TDM. Transporting other protocols 
through an Ethernet backplane is com-
paratively straightforward and efficient in 
that a source packet can be placed within 
an Ethernet packet without modifying the 
original header or parsing the payload.

Yet even as Ethernet technology has moved 
forward to take the lead in embedded 
systems interconnects, it does so while 
maintaining backward compatibility. In 
fact, Ethernet’s ecosystem thrives and 
continues to grow largely due to its re- 
markable history of maintaining back-
ward compatibility. That a 10 Mb Ethernet 
NIC manufactured more than a decade 

Figure 3

ago will still work when placed in 
a network supporting Fast Ethernet, 
GbE, and 10 Gigabit Ethernet (and pre-
sumably the next generation beyond 10 
Gigabit Ethernet) is an achievement that 
underscores Ethernet’s exceptional level 
of compatibility, a characteristic that net-
work equipment vendors implementing a 
COTS sourcing model value.

Taking full advantage of the potential of- 
fered by a common platform, such as that 
based on AdvancedTCA, requires the 
ability to mix various data rates according 
to the needs of the different applications 
it serves. With the backward compatibility 
offered by an Ethernet switched backplane, 
connection speeds of up to 10 Gbps and 
beyond can be mixed with legacy speeds 
without expensive forklift upgrades. In-
dividual elements of the system can be 
upgraded as needed while other elements 
such as existing blades or line cards remain 
in service.

Ethernet takes the lead
Interconnect technology will continue to 
evolve as market demands dictate. How-
ever, whether or not a particular data 
fabric standard can keep pace and do so 
without losing continuity depends on the 
breadth and depth of the technological and 
commercial ecosystem supporting it and, 
by extension, the equipment vendors that 
utilize it. 

Currently, and for the foreseeable future, 
only Ethernet has cultivated an ecosystem 
sufficient to meet the requirements 
of a truly universal backplane for the 
mainstream market. As evidence of this, 
Ethernet-based PICMG 3.1 is the only 
widely deployed AdvancedTCA blade set. 
It has established itself as the dominant 
interconnect technology because it offers 

the best combination of technical and 
commercial attributes.

Ethernet’s greatest strength remains its 
adaptability, and advances in Ethernet 
technology have improved latency levels 
and congestion control to the point that 
its performance metrics equal that of any 
other proprietary and vertically specialized 
interconnect technology, making it the top 
choice for high-performance backplanes 
in standards-based telecom computing 
platforms. Ethernet is the universal inter-
connect for systems capable of meeting 
the performance, interoperability, and 
cost requirements of next-generation data 
centers. 

Any bus technology looking to supplant 
Ethernet will have to develop a comparable 
ecosystem and achieve similar economies 
of scale before equipment vendors can 
utilize it in a COTS platform. In an other-
wise fragmented market, it is unlikely that 
any other data fabric technology standard 
will be able to catch up, leaving Ethernet 
switched backplanes as the interconnect of 
choice now and well into the future. 
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